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Topic 1: uveth & tc BPF rework
(Skipping tc BPF rework in here since discussed on Mon already)
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Goal: Pod networking with same efficiency as host

Steps towards this direction so far:

- Retaining of skb->sk across netns switch
- BPF host routing to only rely on tc layer for forwarding instead of upper stack
   - bpf_redirect_peer() / bpf_redirect_neigh()
   - bpf_fib_lookup()
- skb->tstamp preservation

Common theme:

- Holding skb->sk all the way until phys driver’s TX completion (e.g. TCP TSQ feedback)
- Retaining important skb meta data instead of scrubbing
- Efficient namespace switch without detour through backlog queue
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Host / initial netns
Pod / own netns 

veth  veth

(bpf_fib_lookup() +)
bpf_redirect_peer()

BPF datapath, quick recap

dev = ops->ndo_get_peer_dev(dev)
skb_scrub_packet()
skb->dev = dev
sch_handle_ingress():
- goto another_round
 - no CPU backlog queue
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Host / initial netns
Pod / own netns 

veth  veth

bpf_fib_lookup() +
bpf_redirect() or
bpf_redirect_neigh()

BPF datapath, quick recap

ip_route_output_flow() 
skb_dst_set()
neigh_output()
- fills in neigh info
- retains skb->sk till Qdisc on phys
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Host / initial netns
Pod / own netns 

veth  veth

bpf_fib_lookup() +
bpf_redirect() or
bpf_redirect_neigh()

BPF datapath, quick recap

skb->sk preserved across netns switch
skb->tstamp preserved if it’s 
skb->mono_delivery_time (BBR)

mq + fq leaf qdiscs,
skb->sk from Pod still 
retained until here
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Host / initial netns
Pod / own netns 

veth  veth

bpf_fib_lookup() +
bpf_redirect() or
bpf_redirect_neigh()

BPF datapath, next step

veth_forward_skb() -> netif_rx():
- Queued to per-CPU backlog queue 
(softnet_data’s input_pkt_queue)
- Schedules NAPI if queue empty
- net_rx_action picks it up via 
process_backlog()
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Host / initial netns
Pod / own netns 

uveth  uveth

bpf_fib_lookup() +
bpf_redirect() or
bpf_redirect_neigh()

BPF datapath, next step

“uveth“ driver calls 
__netif_receive_skb() directly without 
detour through backlog queue.
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Topic 2: Socket hooks for connected UDP/TCP
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Cluster: 10.0.0.0/16

Node1: 10.0.0.1
Pods: 10.1.0.0/24

Pod1: 10.1.0.1

Pod2: 10.1.0.2

socket/cgroup-v2

connect(2)

sendmsg(2)

recvmsg(2)

getpeername(2)

bind(2)

BPF E/W load-balancer, quick recap
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Cluster: 10.0.0.0/16

Node1: 10.0.0.1
Pods: 10.1.0.0/24

Pod1: 10.1.0.1

Pod2: 10.1.0.2

socket/cgroup-v2

connect(2)

sendmsg(2)

recvmsg(2)

getpeername(2)

bind(2)

BPF E/W load-balancer, quick recap

connect(2) & sendmsg(2) xlate `struct 
sockaddr` from service VIP to backend.

recvmsg(2) & getpeername(2) xlate 
`struct sockaddr` from backend to 
service VIP.

bind(2) blocks applications from 
binding to K8s NodePort range.
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Cluster: 10.0.0.0/16

Node1: 10.0.0.1
Pods: 10.1.0.0/24

Pod1: 10.1.0.1

Pod2: 10.1.0.2

socket/cgroup-v2

connect(2)

BPF E/W load-balancer, next steps

connect(2) & sendmsg(2) xlate `struct 
sockaddr` from service VIP to backend.

UDP
(e.g. DNS 
resolver)

TCP

(UDP can mix both connected / 
unconnected sendmsg in a socket)
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Cluster: 10.0.0.0/16

Node1: 10.0.0.1
Pods: 10.1.0.0/24

Pod1: 10.1.0.1

Pod2: 10.1.0.2

socket/cgroup-v2

connect(2)

BPF E/W load-balancer, next steps

connect(2) & sendmsg(2) xlate `struct 
sockaddr` from service VIP to backend.

UDP
(e.g. DNS 
resolver)

TCP

DNS resolver picks backend once at 
connect(2), relies on it going forward.
Problematic when backend goes away. 
No notification to the application.
Compared to TCP -> worst case RST.



14

BPF E/W load-balancer, next steps
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BPF E/W load-balancer, next steps

Proposal: new hook for sendmsg for case when socket is connected

- connected UDP
- connected TCP

Input context is similar to bind(2) hook: struct bpf_sock *ctx

Allows for:

- Using socket cookie or socket local storage to gather service/backend ID
- Can check if backend is still alive in backend BPF map
- If not: 
  - UDP: Calls a new bpf_connect() hook to enforce new backend selection & caching of new dst
  - TCP: Return ECONNRESET to application, or new helper for destroying socket (similar to ss tool’s SOCK_DESTROY)


